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Gauthier, L. and Guay, R. 1998. Using object-oriented database
management technology in agricultural decision support software.
Can. Agric. Eng. 40:219-226. Agricultural decision support software
generally requires the use ofcomplex data models and large databases.
The authors investigated the use of an object-oriented database
management (OODBMS) system to support data persistence for such
applications. Object oriented database management systems represent
a new approach to database management and are expected to replace
relational systems in certain types of applications. Essentially, an
OODBMS extends the object model used in software applications to
the persistent object store. The use of such a database management
system is discussed as well as how it affects the design and operation
of applications. The 00 approach to data persistence is compared to
the relational one and examples taken from a software development
project called SAGE are presented. The SAGE project is aimed at
developing an objectoriented framework for information management
and decision support in the agricultural and environmental field. The
use of an OODBMS provided flexibility and has shown to be a
potentially very effective tool for the construction and delivery of
sophisticated software environments for the management of agro
environmental data.

En general, les systemes informatises d'aide a la decision
necessitent I'utilisation de modeles de donnees complexes et des bases
de donnees de grande dimension. Les auteurs ont etudie I'utilisation
d'un systeme de gestion de bases de donnees oriente objet (SGBDOO)
comme technologie pour supporter la persistance des objets a
l'interieur de telles applications. Les bases de donnees objets sont
appelees aremplacer les bases de donnees relationnelles dans certains
types d'applications. Pour l'essential, les SGBDOO etendent Ie
modele et Ie paradigme objet au stockage non-volatile des donnees.
L'utilisation d'un tel systeme est discutee ainsi que I'impact de cette
technologie sur la conception et Ie fonctionnement des applications.
L'approche 00 de gestion de la persistance est comparee al'approche
relationnelle et des exemples issus d'un projet de developpement
logiciel (SAGE) sont presentes. Le projet SAGE vise Ie
developpement d'une plate-forme logicielle pour Ie stockage et la
manipulation de l'information agroenvironnementale. Les auteurs
concluent que I'utilisation d'un SGBDOO apporte une plus grande
flexibilite que l'approche relationnelle et que cette technologic offre
un potentiel tres interessant pour la construction et la livraison de
systemes logiciels destines aux applications agroenvironnementales.

INTRODUCTION and BACKGROUND

The object-oriented paradigm has been receiving considerable
attention in the past few years. Most of this attention has been
devoted to the use of object-oriented programming languages
and methodologies. More recently, the use of object-oriented
database management systems (OODBMS) has also come into

the forefront. This later technology allows the storage and
management of objects possessing the same semantics as the
objects processed by the programming language. OODBMS
technology can be used to extend the object model used in an
application to the persistent data store. In other words, an
OODBMS supports the storage of semantically rich data (i.e.
objects).

In this paper we report on an effort to make use of
OODBMS technology in the context of an 00 framework
(SAGE) for agro-environmental software construction and
deployment. It is built with a Smalltalk-based OODBMS and
is designed to support decision-making processes in areas such
as plant protection and soil fertility management. We present
how SAGE makes use of OODB technology and analyse the
impact of this technology on the functionality ofthe supported
software.

Several different database architectures are used or
proposed for agricultural applications (Gauthier and Kok 1989;
Jacobson et aI. 1994). In recent years the relational model and
the entity-relationship model have received most of the
attention and are currently very popular mainly in client-server
environments based on structured query language (SQL)
querying and updating engines (Date 1981). However, it also
has been widely recognized (Cleal 1996; Shaw et aI. 1996;
Beech 1987; Maier and Stein 1987) that the relational model
cannot adequately respond to the needs of many applications,
notably those involving the use of data objects embedded in
very complex and intricate relationships with other objects.
Examples ofthese are: the combination ofspatial, temporal and
thematic infonnation in a geographic infonnation system, the
data used to manage processes in manufacturing plants, and
data used in multimedia documents or needed for the design of
complex systems such as aircraft, automobiles, microprocessors
and even computer software.

The type of data structures required to represent and
manage agro-ecosystems clearly falls in this category. Such
systems are very complex, they involve a large number of
entity types. Most of the data structures need to be located in
both space and time and the diversity of the infonnation is
daunting (Ikerd 1996). In fact, a universal schema for the
representation and processing offann data, to take an example,
is a tremendous challenge and one that clearly has not been met
to date. For example, one could try to imagine the data
structures required to support the management and "intelligent
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Fig. 1. Difference between the relational and object
oriented approaches to relationship modelling.

In most software engineering environments, the mapping of
program objects to database or persistent objects is the
responsibility of the application programmer. Typically, this
means that the programmer must code all the file input/output
operations as well as database input/output operations. In the
later case, this can require the use ofembedded SQL statements
in a host language (C, Cobol, Java, etc.) program or the use of
a DBMS-specific application programming interface (API) or
data manipulation language. Ideally, this mapping or
conversion task should be automatic. In such a situation, the
software constructs used in the application program are simply
declared persistent and from then on the DBMS handles all
database accesses and updates and preserves the integrity of
these constructs automatically. This feature is promised by
OODBMS vendors with varying degrees of compliance.

With an OODBMS, the semantics of program objects is
preserved, a single model ofthe application domain is used, the
simultaneous access to objects from different processes and by
different users becomes possible, and the programmer is
relieved from the task ofcoding the functions that map program
objects to database objects. Another benefit is that very large
object bases can be used since at any given time only a fraction
ofall the objects known to the application need to co-reside in
memory.

In a relational approach, the object-oriented model used by
the application cannot directly map to the database constructs
(tables). The classical example is the Product and Supplier
relationship. This is a many-to-many relationship since a
product can have many suppliers and a supplier can be
associated with many products. In Fig. I, the two approaches
are compared. In the 00 approach, an object representing a
product refers directly to a collection of supplier objects and
each supplier object can be member of more than one such
collection. Adding a product-supplier relationship implies
adding a supplier to the collection ofsuppliers and a product to
the collection of products for the supplier. One can easily
implement bi-directional links in a single operation since
adding a supplier to the collection ofsuppliers ofa product can
have as side effect the addition of the product to the collection
of products of the supplier.

Object-oriented approach
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use" of all fann products, fields, livestock, and crops. Ideally,
these data and software structures should support the recording
of historical records of all transactions (not just financial ones
but technical transactions as well) in a way that enables the
reconstitution of fann states at various points in time.

The authors are not aware ofcommercially available fann
or land use management software based on an open-ended
database schema. In other words, a software system that could
support the development ofclient applications through a stable
and documented domain-specific application programming
interface. Such a system would need to define the structure and
behaviour of entities such as a fann, a field, a type of crop or
livestock, a pesticide, a treatment recommendation, etc. while
maintaining the possibility for application designers to extend
the definitions to accommodate the needs of their customer or
application. Such an application development framework
would require the use of a large number of many-to-many
relationships, ofdifferent versions of complex objects as well
as the storage and processing ofhigh-level data structures such
as polygons, timestamped relationships, etc.

The relational data model does not readily handle these
requirements. Furthennore, as programs are increasingly being
designed and implemented using object-oriented tools, it is
becoming important to be able to maintain a unified model for
program objects as well as database objects. The relational
model cannot provide this since in an 00 program objects must
have a unique identity that is independent of their attribute
(field) values. These objects belong to an object category (or
class) that is application-specific and embedded in a hierarchy.
Furthennore, each object category must be able to directly
respond to messages or requests with a behaviour that is
common to all objects of the same category and the same
message can be understood by objects of different categories
(this is also known as polYmorphism).

Due to these limitations, several researchers and software
vendors have been working on the development of database
management systems that use the object-oriented model. One
of the earlier projects or systems is Gemstone (GemStone
Systems Inc., Beaverton, OR) (Maier and Stein 1987) but
several other products are currently on the market and the set
of offerings is expanding very rapidly.

The 00 model for software development and implemen
tation can provide many advantages over the so-called
structured programming approach (Meyer 1988; Taylor 1998).
Some ofthese advantages are: potential for increased software
robustness and modularity, greater potential for code reuse, a
more expressive and "natural" model of reality, and a better
model for the management of software modifications. Many
practitioners and students of 00 software engineering have
also realised that to achieve the full potential of the 00 model
we need to extend this model to the persistent object store. In
other words, the object model must be used not only at the
level of the application program but also at the level of the
application's database. In fact, in virtually all applications there
is a need to access and manage data which persist beyond the
session in which the program is used. These data can be stored
in an application specific fonnat or they can be managed by a
database management system (DBMS) in which case they must
be made available to different applications and users
concurrently.
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With the rclational approach, object idcntity is through a
key ficld value and an N:M relationship requires the
construction and maintenance of three distinct tablcs. Adding
a product supplier relationship implies the addition or a tuple
(record) in Ihe produel supplier table, which is quite differel1l
from the above approach. AIso, the programmer must be awarc
ofthe existencc of the relationship table, of its namc, and of the
key fields thai are used.

Another problcm with the relational approach is the
representation of hierarchical relationships. In the objcct
oricnted world, categories (classcs) ofobjcct can be subdividccl
into subcategories. Any objcct belonging to a subcategory
inherits the attributcs (fields) of its parent cmegories. In a
relational model, there is no mcchanism to capture this super
sub category relationship. Lets suppose, for example, that a
category namcd Product has subcatcgories named Pesticide,
Feedstuff, and Fertiliser. In the relational approach, onc
would need to either crcate three dirferelll tables, one for each
subcategory (and create new ones as the need arises), or crcate
a singlc table containing the attributes (fields) of all
subcmegories even ifsome of them make no sense for a givcn
product type. Consider for example the need to havc a
homologation number for a pesticide. Such an attribute would
be useless for a feedstuff. Inl110st object database systems the
supcr-sub category relationship is preserved and inheritance of
attributes is applied automatically. Furthermore, in some
OODBMS, adding a subclass to an existing application docs
not rcquire any specific effort on the database management
system side of things. Persistent occurrences of the ncw class
can be creatcd immediatcly (i.c. without the explicit
modification of an cxisting table or the creation ofa new onc).

Many of the deployed computerised decision support
systems (DSSs) rely on some foml of database to obtain and
proccss the data needed to accomplish the tasks for which thcy
are designed. DSSs often rcly on the display and analysis of
trends and on the identification of past stalcs. I-laving access to
a semantically rich database facilitates thc construction of
decision support functions.

For example, in a fanning system, a decision support
should be ablc to help the manager address various issucs.
When to cull a livestock subjeel? When to apply a pesticide
and at which dose? Is it better to grow corn or to buy it? Which
sizc of seed drill should bc bought? To answcr such questions,
one nccds VCIY "agile" information systems. Ones that support
diversity rather than uniformity.

The absence of an applicable tcchnical and conceptual
infrastructurc is due in part to the relatively small market for
such systems but it is our hypothcsis that it is also due to the
technical and political difficulties associated with the
development and acceptation of such a system. In the work
reported here, we were essentially interested in addrcssing (to
some extent) the technical difficulties. The political and
economic ones will hopefully be addressed evcntually but it is
our philosophy that the creation ofa proof-of-concept system
can foster the emergence ofa politically acccptable one,

OBJECTIVES OF THE PRO./ECT

The overall objective oflhe SAGE project (which is a French
acronym loosely corresponding to the concept of "System lor

the Managemcnt ofAgro-ecosystems") is to definc and build an
object-oriented framework for record-kceping, data analysis,
activity planning, and decision support in fann and ecosystem
managcment. This paper reports on work done on the use of an
OODBMS as an enabling technology within this overall
objective. In fact, the spccific objective of the work reported
herein was to assess the impact orOODBMS technology on the
design, implemcntation, and use orthe SAGE framcwork.

TOOLS USED TO BUILD AND OPERATE SAGE

The critcria presiding over the design of SAGE are reported in
Gauthier and Ncel (1996). From the onset, SAGE was designed
and buill using 00 mcthodologies and tools. These tools are
constituted of the Visual Small talk (ParcPlace/Digitalk,
Sunnyvalc, CA) programming system, the Tensegrity
(Polymorphic, San Carlos, CAl OODBMS, and the Windows
NT (Microsoft) operating systems. A more detailed description
or these tools can be found in Gauthier and Ncel (1996). Since
it is the main focus of this paper, wc will concentratc on
describing how SAGE makes usc oflhe OODBMS.

The Tensegrity system (Polymorphic 1993) is designed as
an extcnsion to the Smalltalk environment that allows objects
to be declared persistent and thus shared between processes and
uscrs as well as kept between program invocations. Practically
any type ofSmalltalk object can be made persistent except for
class definitions and closures (objects cncapsulating executable
code). Hence, very simple objects (instances of String for
cxample) as well as much more complex oncs (instances of
AgriculturalOrganization for example) can be made
persistent using the same basic protocol.

Figure 2 contains a simplified schematic representation of
thc SAGE software system and of how it makes use of the
OODBMS. Essentially, SAGE consists ofa sel of more or less
generic classes and associated methods. These c1asscs and
mcthods can be augmcnted or complcted by application
specific classes and methods. Thcy can also be used to create
class instances (objects) that represent real-world objects or
entities. The created objects are general1y of the persistent type,
in other words, they are stored on and retrieved from persistent
media (typically on a hard disk) through the services of a
software subsystem (the database manager). The later manages
a cache containing the software objects llsed by the appl ication.

/ / /
AppJlcatlon·speclllc
classes 1Io methods Oblact orlenled

date base
Generic SAGE management

classes 1Io methods system I.... .... Per. laten'

1/ I"
..., obJecta

(dlak)

Cache containing sUe specifIc
oblect complexu

1/

Fig. 2. General organization and relationships between
components of the SAGE software system and the
objcct-o.'ientcd database management system.
Access to all persistent objects is through the
database management systcm. The latcr moves
objcct complcxes in and out of volatilc mcmory.
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Conceptually, when the application requires an object, the
database manager checks if the object is already in volatile
memory. If that is the case, the object is simply passed to the
application. Ifthe object is not in volatile memory, the database
manager retrieves the object from the persistent store so that it
may be made available to the application.

When an object is made persistent, all the objects that it
refers to also become persistent by definition. It is possible to
define the granularity with which objects are stored and
accessed by defining the boundaries ofwhat are called object
complexes. For example, an AgriculturalOrganization might
refer to one or more instances of Farm, each farm being
defined as a distinct object complex. Hence, when an
AgriculturalOrganization is retrieved from the database, only
the reference (a kind of pointer or proxy) to each individual
farm is brought into main memory. This capability gives the
database designer control over the size and number ofobjects
that the system tries to keep in volatile memory.

To make an object persistent, the Smalltalk programmer
simply sends the message persistent to the object or else,
creates the object with the newPersistent method. Using one of
these two methods automatically creates a new object complex.
In addition, establishing a link between persistent object A and
ephemeral object B makes B persistent and part of the same
object complex as A. For example, ifa non-persistent instance
of the class CultivatedField is linked to a persistent instance
ofthe class Farm, the CultivatedField instance automatically,
and by necessity, becomes persistent. As with any DBMS, an
OODBMS must deal with record or object complex locking.
This is a requirement in multitasking environments such as
Smalltalk where several processes can coexist and attempt to
concurrently access and modify the same object complex.
Likewise, in a networked, multi-user environment, object
complex locking is needed to maintain database integrity. The
later could be compromised if two users simultaneously
updated the same object.

From the program designer's viewpoint, object complex
locking is the single most important difficulty that is added by
the use of an OODBMS since it must be considered in all
aspects of program design and construction. In Tensegrity,
complex locking is achieved through the use of transactions.
All database accesses must be done within transactions. A
database update is not effective until a transaction has been
"committed" and an object complex cannot be accessed as long
as another transaction "holds" or locks a reference to that
complex. Transactions are process-based. In other words, if a
task switch occurs, a transaction switch also occurs which
implies a potential conflict. When such a conflict occurs,
Tensegrity signals an exception, which must be dealt with
within the program that caused the exception.

A database access or update must go through the following
cycle: transaction creation and activation, object access and
modification, transaction commitment, and eventually,
transaction release. The mechanics of this can be dealt with
explicitly within the code fragments performing a database
update or it can be automated through clever programming
techniques. The interested reader is referred to Polymorphic
(1993) for a thorough discussion of transaction-based
processing in Tensegrity. Code fragments can also be delimited
as being "atomic" in which case, transaction creation,
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activation, and commitment are dealt with automatically. It
should be noted that in all multi-user database management
systems (object-oriented, relational, or otherwise) data access
and updates must occur inside transactions. In summary,
transaction-based processing is a necessary difficulty that
preserves database integrity.

USE OF AN OODBMS IN THE SAGE APPLICATION
FRAMEWORK

Gauthier and Neel (1996) contains a description of the SAGE
class hierarchy. This hierarchy provides the basic building
blocks for the representation of the nature and structure of an
agro-ecosystem. By creating instances of the domain classes
and by establishing links between these instances, it is possible
to build a representation of reality that can be used to monitor
the states ofan agro-ecosystem. Agro-ecosystems however, are
complex, multifaceted, and dynamic. By definition, an
ecosystem evolves and to represent the past, current, and future
states ofsuch a system, we need rich and expressive modelling
tools and techniques.

From previous experience, the authors have concluded that
the traditional data models (namely, the network and relational
data models) were more ofan obstacle than an aid when it came
to capturing and maintaining the semantics of farm-related
information. These models require considerable effort to map
program objects to database objects. The net result is that,
generally speaking, few resources are left for the
implementation of application-specific decision-support
functions.

Creating persistent objects

For the benefit ofthe reader, we will present an example of the
procedure used to create and store persistent objects. In the
current SAGE prototype, most objects are created through the
user-interface but there are also mechanisms to read data from
files and store them in instances of SAGE-specific classes.

Typically, data entry proceeds in a traditional manner where
the user has to type in or select displayed values or entities. For
example, to specify a new activity, the user has to select the
type ofactivity and the date at which it is performed (this could
be in the past, present, or future). The application then proceeds
with the creation of an activity object (an instance of the
Activity class) and inserts this activity in a collection. This
procedure must take place within a transaction that must be
committed if the new object is to become truly persistent (i.e.
accessible by other processes and users). In other words, the
programmer must ensure that a transaction is active and that
this transaction is committed once the object is created and
stored in an existing collection ofobjects. The user can then be
invited to specify the type and quantity of resources
(equipment, personnel, cultivated fields, etc.) and products
(fertiliser, seed, etc.) used or affected by the activity. Typically,
this second step involves the selection of resources and
products and the entry of quantities for each resource. Again,
this transaction must be committed to the database.

Strong typing versus polymorphism

When structured programming languages such as Pascal were
proposed, the emphasis was put on strongly typed variables.
These were considered highly desirable because more robust
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Table I. A partial list of the attributes of the FARM class.

Table II. Part of the interface to instances of the Farm
class.

Semantics of the SAGE 00 database
In SAGE, the data model used for the persistent database and
the one used for application programming are indistinguishable.
In fact, they are the same. Thus, the thought and effort put into
designing the database schema can be immediately exploited at
the application level and vice-versa. In SAGE, the database
schema is defined as a set of"intelligent" object categories that
convey the structure, the attributes, and the behaviour of the
real-world entities belonging to these categories. The
"intelligence" stems from the fact that objects have a certain
degree of self-awareness. They "know" the name of the
messages they can respond to and they "know" how to react to
these messages. This property is also known as reflection (Briot
and Cointe 1989).

Tables I and II, respectively, contain partial lists of the
attributes and interface for the class Farm that will be used as
a sample case. The interface is constituted of the set of
messages that an object recognises or "understands". Each time
a Farm is created, a number ofother objects are automatically
created and initialised with default attribute values. These
objects are made persistent by association (in which case they
are made part of the farm's object complex) or explicitly (in
which case they are put into a different object complex).

Since a farm is a persistent object, anytime its state changes
(i.e. the value ofone of its attributes changes), the new state is
persistently stored. Thus, updating the application program

createField (public)

Return the list of fields associated
with the receiver (a Farm)

Description

Create a new instance of
CultivatedField and adds it to the
collection of instances held by the
FieldManager

Return a boolean value indicating
whether the receiver (a Farm) can be
deleted or not

Remove the CultivatedField named
aFieldName from the collection of
fields, signal an exception if the field
is not found or if removal is not
pennitted

Contents

an instance of String

an instance ofAddress

an instance of FieldManager referring to a
collection of CultivatedField instances

Attribute

fieldManager

name

address

Method name
(category)

fields (public)

canBeDeleted
(private)

removeFieldNamed:
aFieldName (public)

and less error prone and thus, all variables had to have a type.
In a runtime environment that uses late binding such as
Smalltalk, variables are not typed but objects (the contents of
variables) are strongly typed. In other words, an object must,
by definition, belong to a category (its type) and have a well
determined protocol (the set of messages that it recognises).
Runtime errors typically occur when an object receives a
message that it does not understand.

Since Smalltalk does not enforce data types on variables,
type checking, ifnecessary, can only be done at runtime and it
is the responsibility ofthe application designer to provide high
level exception handling (the Smalltalk system provides its
own, low-level, exception handlers which prevents variable
typing errors from crashing the application). In fact, the
concept of fixed or rigid data types is somewhat at odds with
the concept of polymorphism and evolutionary software
supported by Smalltalk and several other 00 languages.
Polymorphism is the principle through which different types of
objects can implement the same protocol (i.e., it is possible to
implement different methods possessing the same name).
Although we don't want to go through a detailed discussion of
the benefits ofpolymorphism, it is easy to understand that true
polymorphism means that new object types can be defined and
used by existing code and programs. The implication is that,
from a program execution perspective, the type of object that
is put in a container (i.e. a variable) is not important. However,
the protocol or interface supported by this object is important.
Since it is easy to modify or add to the protocol ofa given class
of objects it is relatively easy to adapt a class of objects so as
to make it compatible with another class of objects. In other
words, an object of type A can refer to an object of type B
although type B did not exist when the A type was defined.
What is truly interesting is that with an OODBMS such as
Tensegrity, these rules and mechanisms extend to the persistent
object store.

Strict variable typing implies rigidity and brittleness with
regards to software maintenance requirements in programs and
database schemas. In non-OO systems, the modification of a
database schema has important repercussions on supported
applications since it implies the revision of most of the code
that relies on the fact that the data structures are represented by
specific data types. Also, some DBMSs require a complete
unloading and flattening out of the database before a schema
modification can be implemented. In Smalltalk and in
Tensegrity-like systems, the problem of rigid data types is
theoretically absent and class definitions can be changed
without requiring the partial or complete unloading and
reloading of the database. A simple operation allows the
migration of a class definition for persistent objects. Most of
the time, a change to the behaviour and interface ofthe class is
sufficient and this does not affect the database in any way. In
practice, we found that class migration (i.e. adding or removing
attributes to or from a class) is a tricky operation that does not
always succeed. There are obviously very serious technical as
well as semantically significant issues associated with class
migration but some OODBMS handle it very well. The
GemStone OODBMS for example, supports class versioning
and persistent objects that are associated with a version of a
class. If the shape of this class changes, the old class remains
and objects must be explicitly moved to the new version ofthe
class.
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object and its persistent representation is a single operation. For
example, adding a CultivatedField to a farm is done by simply
sending the message createField to a farm. Furthermore, the
side effects or implications of this operation are hidden to the
application programmer since all the work is done inside the
createField method associated with Farm. For example, the
designer of the Farm class may have decided to put each
CultivatedField in a separate object complex. This is not the
concern of the application. In fact, in the current SAGE
implementation, the Farm object refers to a FieldManager
that in turn, refers to a collection ofCuItivatedField instances.
We could have elected to implement things differently and
could decide to change this arrangement in the future. Such a
change however, should not have any impact on the code
which sends the createField or removeFieldNamed: messages,
nor should it affect code that uses a message such as fields to
obtain the list of fields. In other words, the granularity with
which objects are made persistent is controlled by the database
designer and, ultimately, need not concern the application
designer.

Smart database objects
An OODBMS such as the one used in SAGE allows for the
enforcement of strict and intrinsic integrity constraints on the
data. For example, when a Farm receives the removeField
Named: message, it must first verify whether or not the
identified field can be deleted using the canBeDeleted method
(the semantics of permission granting will typically be
implemented in a method associated with the CultivatedField
class). If the result is positive (true), then the removal of the
field from the collection can proceed, otherwise an exception
is raised and the request is denied. One reason to refuse
removal or deletion is if other objects refer to this instance of
CultivatedField.

In summary, in SAGE, each object category or class is
responsible for the maintenance of its database representation.
In fact, the responsibility truly lies within the hands ofthe class
designer and not within the hands of the designer of the
decision support function. This black box approach yields
benefits in terms ofsystem robustness and ease ofmaintenance.
In particular, it makes the decision support functions much
more resilient to the impacts ofchanges in the data model used
in the application framework. It is somewhat like if we asked
each table in a relational database to manage the way it stored
its tuples (rows). This is not the case, and in fact, any user
possessing the proper privileges and tools can access a
relational data table and change its contents with absolutely no
high-level or domain-specific constraint.

The use of a persistent object store changes the rules for
Smalltalk programmers. What used to be a tedious process of
preserving application data in operating system files or
relational database tables and data structures suddenly
disappears and is replaced by a relatively unobtrusive
mechanism that completely preserves the semantics of
application objects. It also allows for the direct sharing of
objects between users.

The use ofan 00 model in general and the extension ofthe
00 paradigm to the persistent object store allows for "smart"
data structures (i.e. data structures that "know" how to behave).
For example, in SAGE, we defined a hierarchy of activity
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types. Some of these are only "legitimate" in certain
circumstances. For example, it is not possible to confirm the
realisation ofa harvesting activity on a field if the presence of
a crop has not been confirmed for that field. This constraint is
intrinsically associated with the activity type and will be
enforced whateverhigh-level application is being implemented.
In other words, a programmer could not normally write a
program that bypasses this constraint because it is built into the
definition of the object's class. In a relational database
however, this type of constraint cannot easily be put into the
database and hence, an application can modify the database
without being subjected to the constraints of the framework.

As another example, a field activity is normally associated
with one or more fields and the amount ofresources required or
used by an activity can depend on the surface area covered by
the activity. In other words, the quantity offertiliser per hectare
that is required for a fertilisation activity will change if a field
is added or removed from the list of fields associated with the
activity. Since the activity is responsible for determining the
total amount ofresources required, it will always return a value
reflecting the current situation with a minimal amount of
processing overhead due to the fact that it maintains a direct
reference to each field. This is a natural way ofdoing things in
an 00 system and with the OODBMS used in SAGE, this
ability ofa data structure to compute derived values is extended
to the database.

Objects can be built from template objects
Objects can be created by "cloning" existing objects. To create
a new object, it is possible to use an existing object as a
template. For example, one might want to specify a new
FieldActivity, which is identical to an existing one except for
the date at which it should be performed. When such a clone is
created, all the attributes of the boilerplate object (i.e. the
associations between this object and other persistent objects)
are automatically preserved in the new object. In fact, by virtue
of polymorphism, a more or less "deep" copy of the template
object is returned when the message clone is sent to it. In other
words, the implementation of the clone method can vary from
one class of object to another. In the above example, if the
FieldActivity referred to a date and to a set of required
machinery and human resources, one can easily understand that
the default "cloning" behaviour would be to create a new
instance of the date attribute and to simply reproduce the
association between the activity and the resources in the new
activity. In other words, ifwe make a copy ofan activity we do
not want to create new instances of the machine and human
resources associated with the activity but we do want to create
a new instance of the classes ResourceUseManager and
ResourceUse (Fig. 3). The later are used to specify the type
and amount of resources used in a given activity and must thus
be unique to an activity.

If we did not make a copy of the ResourceUse instance,
changing the quantity of the first activity would have the
undesired effect of also changing the quantity of the second
activity since both activities would be pointing to the same
ResourceUse instance. However, any change to the state of a
resource itself(for example, from "available" to "unavailable")
will be immediately and automatically reflected in the new
activity since it refers directly to this resource.
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Fig. 3. Network of objects associated with an instance of
Activity, each ellipse represents an instance of a
category or class, labeled arcs represent one-to
one (1:1), one-to-many (I:N), or many-to-many
(N:M) relationships.

Cloning can be very useful when creating plans. For
example, a farmer might have carefully tracked the activities
performed on a field on a given year. This collection of
activities constitutes a valuable resource that can be used in
subsequent years to specify a plan ofactivities for the same or
for other fields. One simply has to establish a procedure that
clones the existing set of activities and changes all the
references to the dates and field that are found in the activity.
This is a very simple and straightforward mechanism to acquire
and make use of the "knowledge" accumulated by an
organisation. The fact that a given operation must be performed
on a given date using a set of resources can be used to identify
and possibly alleviate potential resource bottlenecks.

Obviously, the above operations can also be accomplished
with a relational database but the fact that an activity involves
several many-to-many (N:M) relationships makes it a difficult
object to manage and represent in strictly relational terms. As
it is shown in Fig. 3, many-to-many relationships exist between
activities and objects such as fields or crops and between
activities and resources. In other words, any given activity will
"affect" or take place on one or several farm entities while such
an entity will generally be "affected" by more than one activity.
Similarly, a resource is used by more than one activity and an
activity can use more than one resource. It is this kind of
intricate web ofrelationships that is difficult and expensive to
maintain using a relational model but that is straightforward in
an object-oriented model since an object always maintains
direct references to other objects. For this same reason,
accessing objects in an object-oriented database is generally
faster than in a relational one since references between objects
are explicit and not through table lookup mechanisms.

Packaging information in objects
It is often said that data are only useful if they can be converted
into information. One of the main benefits of 00 database
technology is that it can convey more information from the
contents of the database than other existing database

technologies. In other database management systems,
practically all the semantics that can be derived from the
database are located in reference documentation and application
programs. In 00 systems, the semantics that can be derived
from an object are intimately associated with the definition of
the class to which the object belongs. In other words, the
object's personality is defined by the class or category to which
it belongs and since in Smalltalk, all program objects must
belong to a class (which is not true of C++ for example), a
database object must, by definition, have a unique interface.
This interface is inherited from the hierarchy ofancestor classes
to which the object belongs and manifests itselfthrough the set
of named messages that the object understands.

Here is a very simple example ofthis. On a farmstead, many
objects have an age (machinery, livestock, crops) while for
other objects age is not a relevant attribute (a plant species, a
soil type, a disorder type). Hence, the age method is only
defined for certain classes of objects. Even for these object
classes, asking an object to return its age can yield a variety of
results. For one, the units ofage can vary (age ofa crop, age of
a piece of machinery), secondly, the method used to compute
the age of the receiver can be quite different from one object
class to another. In other words, the semantics ofthe concept of
age is defined (or redefined) for each class. Moreover, a
modification to the semantics ofa given implementation ofthe
age method is pervasive in the sense that it will have an
immediate (in Smalltalk at least) impact on each of the objects
belonging to the affected object category and potentially on its
subcategories. From a programmer's perspective, this is a very
powerful mechanism which can be used to make a given
software system evolve in the desired direction. However,
because it is a very powerful mechanism, the implications of
what are sometimes considered trivial changes can be
overlooked.

As Cleal (1996) mentions, Smalltalk has another advantage
over fully compiled languages such as C++ in that metadata are
always available. Metadata are data that describe classes, their
associations, properties, and interfaces. Since, in Smalltalk a
class is itself an object, these data are generally available at
runtime and can be used. for example, to assert whether or not
a given object supports a specific service.

Archiving old objects
The use of an OODBMS facilitates the implementation of the
mechanisms required to archive old objects. In a farm database,
a good part of the information is historical in nature and as
some of the information grows old, the need to access it on a
frequent basis decreases. Also, the growth ofobject complexes
tends to slow down the response ofthe system since the size of
the object that must be cached in memory increases. To
alleviate this problem in SAGE, a mechanism that can be used
to archive "old" objects was implemented. The concept of"old"
can be defined by the designer. Archived objects are simply
transferred from one object complex to another. The access to
old objects is transparent to the user and to the application
programmer since the object lookup mechanism is defined in an
"archive-aware" method. If the sought object is not in the
current archive, the older archives are searched in sequence
until the object is found. For example, SAGE maintains a log
of activities and these activities can be grouped into a number
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ofphysical collections based on their date of occurrence or on
other criteria. However, for the application programmer and
user, the log can be easily made to appear as a single logical
collection. Again, the archival mechanism can be changed
without affecting application code.

Managing very large object bases
OODBMS technology solves one of the most problematic
issues in 00 systems: how can the application objects be
preserved between program invocations? It also allows for the
management of a very large object base since the latter is not
contrived by the amount of physical RAM available. In
addition, OODBMS technology enables the safe sharing of
objects between applications and between users accessing the
object base at the same time by providing object complex
locking.

Moving to OODBMS
Relational and object-oriented databases are not mutually
exclusive. The general idea is to decide when to use which
technology based on criteria such as existence of a legacy
system, complexity of the model or application, and available
tools and expertise. Real world systems can very well make use
of both technologies. Ideally, relational databases should be
used for large sets of uniform data structures (i.e. accounting
data) while 00 databases should be used where many complex
data types are required.

As we described in this paper, the greatest effort associated
with the move to an 00 database may very well be the move
to an object-oriented environment for the application. Moving
data from a relational to an 00 database should generally be
relatively easy, technically speaking, since it implies a move
from a simple model to a richer one. Hence the possibilities of
losing information in the process are limited. The reverse
process is usually more problematic.

SUMMARY

Object-oriented technologies such as Smalltalk provide real
benefits for software engineering in terms of ease of
maintenance, code reuse, and data semantics. When combined
with an OODBMS, an object-oriented programming language
and system becomes an even more effective technology
especially for the implementation of sophisticated decision
support functions. All the benefits ofan object-orientation are
extended to the persistent store and vice-versa. The data model
for the database is much richer than with other technologies
and can be extended as needs arise and as resources become
available. It is our opinion that the combination oftechnologies
such as Smalltalk and an OODBMS is indicative of how the
software and knowledge engineering systems ofthe future will
be built and used. Fortunately a good part ofthis technology is
available and operational today. We just need to continue to
design, build, and test systems based on these tools in order to
get a better understanding of the associated opportunities and
constraints.
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